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Abstract. We verify the Ricart-Agrawala distributed mutual exclusion algorithm
using the model checker mCRL2. We show that the original presentation of the
algorithm contains a potential deadlock, which can be alleviated through more
extensive use of the semaphores. Additionally, we identify a mutual exclusion
violation when sequence numbers are bounded as suggested in the paper, and
provide a simple fix.
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1 Introduction

The Ricart-Agrawala algorithm for mutual exclusion in a distributed setting [18]] has
been around for over 40 years. It is frequently included in overviews of algorithms
for distributed systems [[7U8l13117i21]], alongside Lamport’s algorithm [12]], on which
it is based. The algorithm contains many moving parts: in its original presentation ev-
ery node that is competing for access to the critical section runs three processes asyn-
chronously. Additionally, messages between nodes are allowed to arrive out of order,
further adding to the difficulty in analyzing the algorithm.

Due to this complexity in analyzing the algorithm, a formal proof of its correct-
ness is desirable. Indeed, several formal verifications of the algorithm have been done
already [1414419120]. These are on a version of the algorithm that has unbounded se-
quence numbers. However, in the original paper it is stated that the sequence numbers
may be bounded. We verify the algorithm with bounded sequence numbers using the
model checker mCRL2 [3]]. We consider networks of up to three nodes.

We identify a race condition in the original presentation of the algorithm that results
in a potential deadlock. This race condition can be fixed by calling the semaphores more
frequently than is done in the pseudocode given in [[18]]. While we did not find any refer-
ence to this deadlock being observed before, it should be noted that most presentations
of the algorithm either give pseudocode that places the semaphore calls correctly or
make (implicit) assumptions on how the threads can interleave that avoid this deadlock.

Additionally, we find a mutual exclusion violation in the algorithm when bounded
sequence numbers are used. This is caused by a node only keeping track of the highest
sequence number it has seen in received REQUEST messages, rather than both received
and sent REQUESTs. This does not affect correctness when unbounded sequence num-
bers are used, only when sequence numbers are bounded. Modifying the algorithm to
also take sent messages into account removes the violation.
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In we will introduce the mutual exclusion problem in the setting of dis-
tributed systems, as well as the concept of logical clocks. We will go over the results
of previous verifications and introduce the mCRL2 toolset. The Ricart-Agrawala algo-
rithm will be presented in The process and results of our verification are
presented in Since quite a number of changes need to be made to be able to
verify the algorithm with three nodes, the verifications for two and three nodes are split
into [Section 4.1| and [Section 4.2|respectively. Finally, we give an overview of our final
results in[Section 3] and mention avenues for future verification.

2 Background and Preliminaries

The Ricart-Agrawala algorithm is a solution to the mutual exclusion problem in a dis-
tributed setting. The mutual exclusion problem, also known as “mutex”, was first out-
lined in [S]. The problem is as follows: there are /N nodes which all have a part of their
execution we will call the “critical section”. We wish to ensure that no two nodes are
in their critical section simultaneously. We sometimes refer to a node executing its crit-
ical section as the node being in the critical section rather than its critical section. It is
important that if a node wishes to enter its critical section, it eventually gets to do so.
If this latter condition is ignored, the problem could be solved trivially by never letting
any node enter its critical section, which is not an acceptable solution.

When multiple nodes desire access to their critical sections, they will need to com-
municate with each other to determine when they each get to enter. Therefore, it is
important for a mutual exclusion algorithm to consider how nodes can communicate.
Many of the proposed solutions to the mutual exclusion problem, for example those
presented in [5], [L1] and [16], are designed for a shared memory setting, where the
different nodes communicate by reading from and writing to shared registers. Far fewer
are designed for a distributed setting, where nodes communicate through the sending
and receiving of messages. In the distributed setting, nodes cannot get direct insights
into each other’s current states: messages take time to transmit and as such the infor-
mation communicated is frequently outdated, and may even arrive out of order. The
Ricart-Agrawala algorithm, first presented in [18], aims to solve mutual exclusion for
any number of competing nodes in a distributed setting.

The Ricart-Agrawala algorithm is based on Lamport’s algorithm presented in [[12].
Lamport’s algorithm uses the notion of a “logical clock™, also presented in [12]]. The
idea of a logical clock is that every node IV, has a local function C; that maps actions
taken by that node to timestamps. There is also a function C' which represents the entire
system of local clocks, satisfying the rule that C'(a) = C;(a) if a is an action by N;.
Additionally, the following two conditions must hold:

1. If N; does action a before action b, then C;(a) < C;(b).
2. If N; sends a message with timestamp C;(s) and N; receives that message with
timestamp C; () then C;(s) < C;(r).

A logical clock can be implemented by having nodes maintain a counter, which in-
creases whenever they take an action. Nodes should add the current value of their
counter to every message they send, and upon receiving a message they must increase
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their counter to a value strictly greater than the included timestamp. This way, nodes
synchronize their clocks as much as possible while respecting the above conditions.

Lamport’s algorithm requires 3(/N — 1) messages to be sent per instance of a node
gaining access to the critical section. The Ricart-Agrawala algorithm lowers this to
2(N —1) messages by reducing the amount of information nodes share with each other.
One consequence of less information being communicated is that the algorithm does
not contain a true logical clock as described by Lamport. To highlight this distinction
and in accordance with the terminology used in [18]], we will refer to sequence num-
bers instead of timestamps when discussing the Ricart-Agrawala algorithm. While the
original presentation of Ricart-Agrawala does not have a true logical clock, some pre-
sentations of the algorithm, including [[1], do use a logical clock. The analysis of the
algorithm we do is based on Ricart and Agrawala’s original presentation. In particular,
our reasoning regarding the mutual exclusion violation we discover would not be valid
when a logical clock is used.

As stated in the introduction, Ricart-Agrawala has already been formally verified
several times. In each instance that we could find, the proofs are of the variant with
unbounded sequence numbers. In [19], STeP [[15] is used to verify the algorithm for
an arbitrary number nodes and the authors prove both that mutual exclusion is satisfied
and that if a node wants access to the critical section, it will eventually gain access
(starvation freedom). In [[1], backwards reachability analysis is done to prove that the
mutual exclusion property is satisfied for an arbitrary number of nodes. In [14] both
mutual exclusion and starvation freedom are established for a network with two nodes
and unbounded sequence numbers. This was done using the axiomatic system of MSVL
[6422]. Finally, [20] uses Coq [2] to prove that the mutual exclusion property is satis-
fied. Our verification differs from these previous instances by using a model checker,
mCRL2, to verify the version of the algorithm that uses bounded sequence numbers.

The mCRL2 toolset [3] allows users to define behavioral models of software using
the mCRL2 language [10] and then analyze these models. An mCRL2 model describes
a labeled transition system (LTS) using a process algebra similar to ACP. The toolset
contains tools for reducing the resulting LTS modulo several equivalences, including
bisimulation and divergence-preserving branching bisimulation. Properties of the soft-
ware defined in modal p-calculus can automatically be checked on the resulting model.
If a property does not hold, a counterexample can be generated in the form of an LTS
showing an execution of the system which violates the property. For more information
on mCRL?2, we refer to [10] as well as the tool’s websit

3 The Ricart-Agrawala Algorithm

In this section, we present the Ricart-Agrawala algorithm as originally described in
[L8]. When executing this algorithm, each node in the network uses three threadﬂ see
[Algorithm 1] [Algorithm 2|and|Algorithm 3|for the pseudocode of the three threads. The

Uhttps://www.mcrl2.org

2Tn [18] these are called “processes”. We use the word “thread” to distinguish the different
components of the algorithm from the mCRL2 processes. We use “node” for similar reasons,
in many papers the nodes are also called processes.
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threads run asynchronously and communicate using shared memory. Each node also
has a semaphore with which its threads can be serialized when needed.

Each node knows its own unique id, me, and how many nodes are part of the net-
work, N. In addition to these two constants, every node has the following registerﬁ

flag: a Boolean indicating whether this node is currently requesting access to the
critical section, similar to the flag in Peterson’s famous algorithm [[16].

— deferred[0..N —1]: a Boolean array, where deferred[i] means that the reply to node
1 was deferred.

— awaiting: an integer representing how many REPLY messages must still be re-
ceived before this node is allowed access to the critical section.

— chosen: an integer representing the most recent sequence number that was chosen
for a REQUEST message from this node.

— highest: an integer representing the highest sequence number seen in any received
REQUEST message.

— shared: the binary semaphore used by this node to protect its shared memory.

Finally, the second thread uses a local variable defer to track whether the REQUEST it
is currently processing should be deferred or not. All Boolean variables are initialized
with false and all integers with 0.

Of note is that the description of highest we give differs from the description in
[[L8]; there it is described as containing the highest sequence number seen in any RE-
QUEST message “sent or received”. However, in the pseudocode presented, both here
and in [18]], highest is only increased when REQUEST messages are received, not when
they are sent. Observe that is where REQUESTS are sent, but highest
is only increased in We change the description to be more accurate to
the pseudocode. We are not the first to observe this discrepancy: the description of
highest is also changed in [19], and in [17, Section 10.2.2] it is explicitly mentioned
that highest is only updated upon receiving REQUESTSs and it proven that this does not
affect correctness when unbounded sequence numbers are used. However, as we will
see in[Section 4] when the algorithm is used with bounded sequence numbers a mutual
exclusion violation is possible when highest is not updated upon sending a REQUEST.
It is therefore possible that the former description was originally intended by Ricart
and Agrawala and their pseudocode either contains a typo or the reader was meant to
interpret “chosen < highest + 17 as both incrementing highest and updating chosen.

3 The register names used here differ slightly from those used in [18]], to improve readability.
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Algorithm 1 The first thread, Main, in the Ricart-Agrawala algorithm. Lines|[I]to[9] are
referred to as the “entry protocol” and lines[I|to[I5]as the “exit protocol”.

1:
: flag + true

: chosen < highest + 1
: V(shared)
:awaiting <+ N — 1

[N e NV S VRN

P(shared)

for 0 < you < N do
if you # me then
send REQUEST (chosen, me) to you

. await awaiting = 0
. critical section

11:
12:
13:
14:
15:

flag < false
for 0 < you < N do
if deferred[you] then
deferred[you] + false
send REPLY to you

Algorithm 2 The second thread, Receive-Requests, in the Ricart-Agrawala algorithm.

1:
2
3
4
5:
6:
7.
8
9
0

—_

while true do
receive REQUEST(k, you)
highest < max(highest, k)
P(shared)
defer « (flag A (chosen < k V (chosen = k A me < you)))
V (shared)
if defer then
deferred|you] < true
else
send REPLY to you

Algorithm 3 The third thread, Receive-Replies, in the Ricart-Agrawala algorithm.

1: while true do

2:
3:

receive REPLY
awaiting <— awaiting — 1
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In addition to the pseudocode, we provide an intuitive explanation of the algorithm.
The Main thread is awakened when a node wishes to gain access to the critical sec-
tion, and handles the core of the algorithm. In the entry protocol, this thread sends a
REQUEST(chosen, me) message to every other node in the network, where chosen is
a sequence number. To ensure that this sequence number is higher than previously seen
sequence numbers, it is set to the highest sequence number seen so far (highest) plus
one. The Main thread then waits until it sees that awaiting = 0. This means it has re-
ceived a REPLY from every node in the network and so has permission from all to enter
the critical section, which it does. Once it exits the critical section it starts the exit pro-
tocol, in which it sends any REPLY messages that Receive-Requests has not sent. Once
the exit protocol is complete, the Main thread terminates, it will be awakened again
when the node once again desires access to the critical section. The two other threads,
Receive-Requests and Receive-Replies are always active to process messages that are
received by this node. The Receive-Requests thread handles the decision of whether
incoming REQUEST messages should be replied to immediately, or if the sending of
a REPLY message should be deferred to Main’s exit protocol. This choice is made as
follows: if this node is not interested in the critical section (flag = false) a REPLY is
sent immediately. If this node is interested, then a comparison is made between the se-
quence number in the received REQUEST and the sequence number of the REQUEST
this node sent itself; if the received message has a lower sequence number, the REPLY is
sent immediately. If the sequence numbers are equal, the node id is used as a tiebreaker,
where the lower id wins. This means that if a node considers its own REQUEST to have
a higher priority than the received REQUEST, it will only send the REPLY after it has
entered the critical section itself. The Receive-Requests thread is also responsible for
updating highest when a REQUEST is received. Finally, Receive-Replies decrements
awaiting every time a REPLY is received.

With this algorithm, there is no bound on the size of sequence numbers; chosen
and highest can grow unboundedly large. However, in [[18], Section 6.4], Ricart and
Agrawala state that the sequence numbers can be stored modulo some M > 2N — 1.
In order to still correctly compare sequence numbers, the following rule is given: if
the difference between two sequence numbers is greater than or equal to N, then the
smaller of the two numbers should be increased by M before the comparison is done.
This means that if N = 2 and M = 3 and we want to compare 0 and 2, then since
the difference between 0 and 2 is exactly N and 0 + 3 > 2, we say that the sequence
number 0 is greater than the sequence number 2. This affects both the max operation
on line [3] and the comparison between chosen and k on line [3] of This
bounded version of the algorithm is the one we model and analyze. For clarity, in the
discussions of specific execution sequences of the algorithm we use <, <, > and > for
normal comparison on natural numbers and <, <, > and > for the bounded comparison.

For the purposes of modeling the algorithm, we are assuming that there are only two
operations on registers: the current value can be read, and a new value can be written.
This means that in order to do more complicated operations on registers these need to be
divided into multiple smaller steps. For example, to do “highest +— max(highest, k)”
(Line B in the thread needs to first read highest, locally check whether
highest or k is the greater number, and then write the result back to highest.
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4 Verification

We model the algorithm in mCRL2. See for the full model with N = 2.

We model the threads of a node as separate mCRL2 processes. Because mCRL2
has interleaving semantics, this means the model allows the threads to execute asyn-
chronously. Each shared memory register is also modeled as its own mCRL?2 processes.
By communicating with the shared memory processes, the thread processes can read
and update the stored values. The semaphores are also modeled explicitly through the
use of mCRL2 processes: a semaphore process has two operations lock and unlock,
after it has done a lock it has to do an unlock before the next lock is allowed. We use
communication with the semaphore processes to ensure the threads behave as specified
in the pseudocode. In general, our model sticks as close as possible to the pseudocode.

The sending and receiving of messages is modeled through channels. The mCRL2
toolset only has primitives for synchronous communication, but by modeling channels
as mCRL2 processes we can mimic asynchronous communication. To allow for as much
flexibility as possible, we have modeled directed channels between every pair of nodes.
Since [18] specifies that messages can arrive out of order, we have modeled the channels
as bags of messages, to which new messages can be added and from which arbitrary
messages can be removed. We do not allow messages to be dropped or altered in transit,
as these faults were not considered in [18]].

We check three properties of the algorithm: mutual exclusion, deadlock freedom
and starvation freedom. These are the properties claimed to hold for this algorithm [[18].
We add two actions to the model to enable us to express these properties in modal p-
calculus: the crit(7) action represents that node i is in its critical section; the noncrit(7)
action represents that node 7 leaves the part of its code in which it does not need the
critical section, i.e. that node 7« now wants access to the critical section. The crit action
is inserted at the point where the critical section is accessed, as shown in
the noncrit action is added to the Main thread before the entry protocol is started. We
also add the function valid_id to the model, which checks if a natural number is a valid
node id. This is done to avoid summation over the infinite set of natural numbers.

Property 1. Mutual exclusion is the primary property of any mutual exclusion algo-
rithm: that no two nodes are in their critical section simultaneously. We express that
at no point two different threads can do their crit action simultaneously in modal p-
calculus as follows:

[truex] forall i, Jj: Nat.
val (valid_id (i) && wvalid_id(j) && 1 !'= 7J) =>
' (<crit (i) >true && <crit (j)>true)

Property 2. Deadlock freedom means that at any point in time, it is possible for at least
one requesting node to reach its critical section. This is a stronger property than there
not being a deadlock in the model at all: if there exists a cycle where nodes can still
take actions but these actions will never let them enter their critical section, this is not
acceptable. Since our model only contains the algorithm for competing for the critical
section and no other behavior, we can interpret this property as: at any point in time,
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it is possible to reach a state from which at least one node can do its crit action. We
express this as:

[truex]<truex><exists 1: Nat. crit (i)>true

Property 3. Starvation freedom is a stronger form of deadlock freedom, where instead
of stating that it has to be possible for some node to reach its critical section, we state
that if a node wants access to its critical section, then this node will definitely eventually
gain access. This means that after a node does the noncrit action, it can only finitely
often do a non-crit action before it is forced to do a crit action. In modal p-calculus:
[truex] forall i: Nat. wval(valid_id(1i)) =>

[noncrit (i)] mu X. [!crit(i)]X

Verification of these properties is done using the 202206.1 version of the mCRL2
toolset. The compuser used is an HP ZBOOK Studio G4 with an Intel Core i7-7700HQ
CPU running Windows 10.

4.1 Verification for Two Nodes

We first verify the algorithm for two nodes. As we will see, many issues in the algorithm
can already be observed even with only two nodes.

Verifying deadlock freedom. We start with deadlock freedom, We analyze
this property first because the presence of a deadlock could impact our analysis of other
properties as well.

Using mCRL2, we get that the property does not hold on our model. The counterex-
ample generated is shown in

write_bool(flag(0), true)
write_nat(awaiting(1), 1) 'e?d,nﬂk(d‘osen(l).ri ) ~ P P

3 ! \ read_nat(highést(0), 1) .
noncrit(0) send(1, 0, REQUEST(1)) read_bool(flag(1), true)
unlock(1) lock(1)| lock(0) write_bool(deferred(1, 0), true)
[ receive(1, 0, REQUEST(1)) unlock(1) write_nat(choseni(0), 2)
lock(0) o
noncrit(0 unlock(1)
write_nat(chosen(1), 1) write_nat(highest(1), 1)

‘ send(1, 0, REPLY) \d unlm:k(o)\ \
read_nat(highest(0), 0)
d_bool(flag(1), tr
0 f read at(hlthwu), 0) write_bool(deferrefi(0, 1), true) read_bool(flag(1), true)

read_nat(highest(1),

read._rat(higHest(0), 0) RE—r— receive(1, 0,REPLY) i
e bool(fag(1)| rue) receive(0, 1, REQUEST(1)) read_bool(deferredi(0, 1), false) read_nat(chosen(1), 1)

read_nat(awaiting(0), 1) send(0, 1, REQUEST(2))
write_nat(chbsen(0), 1) lock(0)
write_bool(flag(0), false) lock(1)
lock(1) send(0, 1, REQUEST(1))
( read nat(chosal(0), 1) \ write nat(awaltll’\g(ﬂ) , 0) / receive(0, 1, Rs7besr(2)) 7/
lock(0! crit(0) write_nat(highést(1), 2)
unlock( \ nwmu\ '\ unlock(0)

@€ read |_nat(awaiting(0), u) read nat(hlghest(l) 1)
write_nat(awaiting(0), 1) red boolag(0) )

writeJme(ﬂaT(D), true)

Fig. 1. The counterexample generated by mCRL2 for deadlock freedom on the model of the
original Ricart-Agrawala algorithm with 2 competing nodes.
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This counterexample can be understood as the following sequence of events. For
clarity we write flag[0] to indicate the flag register belonging to node Ny and use sim-
ilar notation for the other registers. For the deferred array, if deferred[0,1] = true
then this means that node Ny is deferring the reply to node N;. While in the mCRL2
model we only included the sequence number in REQUEST messages, in the following
example we use the notation from the pseudocode: REQUEST(z, 7) means a REQUEST
with sequence number ¢ from node N;.

1. N starts the competition for the critical section. The Main thread claims the semaphore,
sets flag[0] to true and chosen|0] to 1 because highest[0] = 0. It then releases the
semaphore and sets awaiting[0] to 1. This is lines 1-5 in[Algorithm 1]

2. N does the same, also ending up with flag[1] = true and chosen[l] = 1.

N sends its REQUEST(1, 1) to Np.

4. The Receive-Requests thread of Ny receives the REQUEST(1, 1). Since 1 > 0, it
sets highest[0] to 1. Then it claims the semaphore and starts checking if it needs to
send the REPLY now or defer it. Since flag[0] = true, chosen[0] = 1 and 0 < 1
(the sequence numbers are equal but N has a lower id), Ny decides it should defer
the reply. It releases the semaphore. This is lines 2-6 of Note that the
semaphore is released before deferred|0, 1] is set.

5. Ny sends its REQUEST(I, 0) to N;.

6. The Receive-Requests thread of N7 receives the REQUEST(1, 0). Just like Ny be-
fore it, Ny updates its highest[1] to be 1. It then claims the semaphore and decides
whether to reply immediately. Since chosen[l] = 1 and 0 < 1, N7 sends the re-
sponse immediately because Ny has a lower id and the sequence numbers in their
requests are equal. It releases the semaphore and sends the REPLY. This is lines 2-6
and 10 of

7. Ny receives the REPLY, which means that it can now set awaiting[0] to 0. It can
enter the critical section. Upon leaving the critical section, it starts the exit proto-
col. It sets flag[0] to false and then starts to check if it has any deferred REPLY
messages to send. When it reads deferred|0, 1] it sees false because the Receive-
Requests thread has not set it to true yet. It does not send a REPLY. This is lines
2-3 of and lines 9-13 of Note that there are no calls to
the semaphore in this part of the algorithm.

8. At this point, a deadlock is ensured even if the counterexample in has a
few more steps. Node /Ny will never send the REPLY to N} anymore: the Receive-
Requests thread considers the REPLY deferred so will not send it, and in order for
the Main thread to send the REPLY, Ny will need to get back to its exit protocol.
But in order to reach its exit protocol, Ny should first regain access to the critical
section. Not only can we not take it for granted that Ny will always try to enter the
critical section again, even if it does it will end up sending REQUEST(2, 0) to Vy
since highest[0] = 1. When it receives this REQUEST, N; will defer sending a
REPLY because its own request had a lower sequence number, meaning it will not
send the REPLY until it has accessed the critical section itself. So for Ny to send a
REPLY to Ny, N7 needs to REPLY to Ny first, but N7 will not REPLY to Ny until
it has received its own REPLY. We have reached a deadlock.

et
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This counterexample is not unique to the bounded version of the algorithm; the
same counterexample is also valid for the unbounded variant. As stated in
there have already been formal verifications of the unbounded Ricart-Agrawala algo-
rithm that established deadlock freedom does hold. This discrepancy in results can be
explained by more extensive use of the semaphores in the variants of the algorithm that
have previously been verified. In for example [19], the two receiving threads are given as
being entirely protected by the semaphore, and the semaphore is called more frequently
in Main as well. We adopt this placement of the semaphore calls to get a slightly differ-
ent version of the algorithm: see[Algorithm 4]for the modified Main thread pseudocode.
The other two algorithms are also modified such that P (shared) is called immediately
after receiving the message and that V (shared) is done only after all processing of
the message has been done, and no other calls to the semaphores are used. The mod-
ified pseudocode for these threads can be seen in We do not adopt the
other addition in [19], which is that the two receiving threads are both split into N — 1
threads, one for handling messages from each other node. This added parallelism in-
creases the size of the state space when dealing with more than 2 nodes, and since the
extra semaphore calls prevent these threads from interfering with each other the split-
ting of the threads should not result in any new property violations that we could miss
by analyzing the version with just three threads per node.

Algorithm 4 The first thread, Main, in the Ricart-Agrawala algorithm with additional
semaphore calls.

1: P(shared)
: flag < true
. chosen < highest + 1
: awaiting <+ N — 1
: V(shared)
: for 0 < you < N do
if you # me then
send REQUEST (chosen, me) to you
9: await awaiting = 0
10: critical section
11: flag + false
12: for 0 < you < N do
13: P(shared)
14: if deferred[you] then
15: deferred[you] + false
16: send REPLY to you

17: V (shared)

When we model this version of the algorithm in mCRL2 it reports that for N = 2,
deadlock freedom indeed holds.

Verifying mutual exclusion. On the new model, with the additional semaphore calls, we
can now check mutual exclusion. We get a counterexample, see|Figure 2
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send(1, 0, REPLY) unlock(t) _ write,r‘at(chosen(nl, 1)  write_nat(awaiting(0), 0)

noncrit(0) unlock(1) / send(1, 0, RT}UEST(Z)) write_nat(ay aiting(o],i)\ read_nat(gwaiting(0), 0)
read_bool(flag(1), faise) write,_r o), 1) read_nat(hi 0) | read. it Rl
lock(0) ock(1) receive(1, 0,REQUEST(2)) receive(0,|1, REPLY) )
readt nat{choden(1), 0) write_nat(chosef(1), 2) wite_bool(flag(0), true) tnlock(1) fock(t)
write_bool(flag(0) 'm) ecelve(t, 0, REPLY) read_bool(deferred(0, 1), false) Ulock(0)
write_nat(highest(1), 1) read_nat(highest(1), 1) lock(0) lock(0)

read_nat(awdjting(1), 1)
lock(0) unlock(0) send(0, 1, REQUEST(1))
receive(1, 0, [REPLY)

lock(0) unlock(0)

read_nat(highe

read_nat(highest(0), 0)
t(1), 0)

| write_nat(awajting(1), 0)

write_nat(chosdn(0), 1)
lock(1)

receive(0, 1, REQUEST(1))
send(0, 1, REPLY) send(1, 0,[REPLY)

Jock(1) read_nat(awalfing(1), 0)
read_bool(flag(0), false) read_bool(flag(1), true)

| "
0) read | 1),1) i) arit(0)
read,nat(chujln(o).l) / read,nat(ch\?Zenu), B / \ '

read_nat(awalting(0), 1) lock(0)
write_bool(flag(0), false)
write_nat(awaiting(0), 1) write_nat(awaithg(0), 0) noncrit(0)
receive(0, 1, REQUEST(1)) arit(0)

\ ; Lnlock(ﬂ)\ J read
tnlock(0)
send(0, 1, REQUEST(1)) write_bool(flag(1), true)

* nonarit(1) read_nat(awaiting(0), 0) wiite_nat(highest(0),0)  write_nat(highest(1), 1)

L

Fig. 2. The counterexample generated by mCRL2 for mutual exclusion on the model of the Ricart-
Agrawala algorithm with additional semaphore calls and 2 competing nodes.

We describe this counterexample in more natural language, similarly to the deadlock

freedom counterexample above:

1.

Ny starts the competition, it sets its flag to true and sets chosen|[0] to 1 since
highest[0] = 0. Finally, it sets awaiting[0] to 1 and sends the REQUEST(1, 0)
message to Ny.

N receives the REQUEST(1, 0). Since 1 is greater than highest[1] = 0, it updates
highest[1] to be 1. Since N; is not competing for the critical section (flag[1l] =
false), it sends the REPLY immediately.

. Np receives the REPLY and therefore sets awaiting[0] to 0. It can then enter the

critical section. In the exit protocol, it sets flag[0] to false again and since no RE-
PLY messages were deferred, it can complete the exit protocol.

While Ny was doing its exit protocol, N; starts the competition for the critical
section. It sets flag[1] to true and chosen[1] to 2 because highest[1] = 1. It sets
awaiting[1] to 1 and sends REQUEST(2, 1).

When N receives REQUEST(2, 1), the first thing it needs to do is setting highest[0]
to the maximum of 2 and its old value. Since highest[0] has not been updated yet,
we still have highest][0] = 0. If we were using unbounded sequence numbers, then
max(0,2) = 2 as usual. However, since 2 — 0 = 2 > N, we add M = 3 to the
smallest of the two numbers when we do the comparison, so max(0, 2) = 0, there-
fore highest[0] stays O even after REQUEST(2, 1) has been received. Since Ny is
not currently competing for the critical section, it sends the REPLY immediately.
Ny starts competing for the critical section again, it sets flag[0] to true and, since
highest[0] = 0, it sets chosen|[0] to 1. It sets awaiting[0] to 1 and sends RE-
QUEST(1, 0) to N;.
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7. When N7 receives REQUEST(1, 0), it has highest[1] = 1 so the value of highest[1]
does not change. N; is competing for the critical section, but since 1 < 2, it consid-
ers the REQUEST(1, 0) from Ny to have higher priority than its own REQUEST(2, 1),
so it sends the REPLY immediately.

8. At this point, both Ny and N, can receive their respective REPLY messages, decre-
ment their awaiting and enter the critical section, violating mutual exclusion.

As mentioned in point 5, this counterexample relies on the sequence numbers be-
ing bounded. This explains why this counterexample did not come up for any of the
previous verifications of the Ricart-Agrawala algorithm: this problem is exclusive to
the bounded variant. We analyze how this problem can occur. Suppose we have two
nodes Nx and Ny with chosen[X] = cx and highest[Y] = hy. If Nx makes a
REQUEST(cx, X) with sequence number cx such that hy > cx , then Ny can pro-
cess the REQUEST without changing highest[Y], and if it is not currently competing
for the critical section itself it will REPLY immediately. When it later makes its own
REQUEST(hy + 1, Y) with sequence number hy + 1 such that hy + 1 < cx (or
hy +1 =cx if Y < X) then Nx will give the REQUEST from Ny priority over its
own REQUEST and also send an immediate REPLY. Of course, when the normal order-
ing on natural numbers is used, there is no assignment for cx, hy such that hy > cx
and hy + 1 < cx. With the bounded comparisons however, this is very much possi-
ble: if cx — hy > N then when comparing cx and hy we will actually compare cx
with hy + M, and since both cx and hy are natural numbers less than M, we will
get hy > cx. If we also have that cx — (hy + 1) = ¢x — hy — 1 < N then when
comparing cx and hy + 1 we will not add M to hy + 1,so aslongascx > hy +1
we also have cx > hy + 1. We can satisfy bothcxy —hy > Nandecx —hy —1 < N
exactly when cx = hy + N. In other words, this mutual exclusion violation occurs
when one node’s chosen value and another node’s highest value differ by exactly V.

At this point, it is worthwhile to reconsider the discrepancy between what [18]]
claims highest represents, namely the highest sequence number seen in any received
or sent REQUESTS, and what it actually represents in the algorithm: the highest se-
quence number seen in any received REQUESTSs only. Note that in this algorithm, if a
node NN; has requested access to the critical section with sequence number s it will no
longer send REPLYs to REQUESTSs with higher sequence numbers. This means that
any node that sends a REQUEST with sequence number greater than s will not gain ac-
cess to the critical section and get to send another REQUEST until N; has had access.
Therefore once IV; has sent its REQUEST with sequence number s, all nodes will see
at most N — 1 REQUESTSs with a sequence number higher than s until N; has gained
access. Since every REQUEST has a sequence number at most one greater than previ-
ously sent REQUESTS, this means the maximum sequence number a node can choose
before IV; gains access is s + N — 1. Therefore the only way for cx to be N greater
than hy is for Ny to not have updated its highest when it sent out its own REQUEST.
If s = hy + 1, then there is just enough room to reachcx = s+ N —1 = hy + N.
This means that if Ny increases its own highest[Y] when it sends out its REQUEST
with chosen[Y] = hy + 1, then the difference between cx and hy is capped at N — 1:
at most one increment for every node other than Nx and Ny, and then finally Nx’s
own increase of the highest sequence number in use when it picks its own sequence
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number for the competition. We can avoid this mutual exclusion violation if we imple-
ment updates to highest as described in the textual description of the Ricart-Agrawala
algorithm in [18]], rather than the pseudocode given.

Indeed, if we modify the algorithm such that right after “chosen < highest+1” we
do the extra step “highest < highest + 17, then mCRL2 reports that mutual exclusion
is now satisfied. We adopt this change in our further verification. The pseudocode for
this final version of the algorithm can be found in

There is an alternative solution to the mutual exclusion violation. Instead of trying
to avoid the difference of N, we could accept it and instead require that we only add M
to the smaller number when doing a comparison between two numbers with a difference
greater than [V, rather than at least V. In that case, we will also need to increase the
bound from M > N — 1to M > N + 1. We have verified with mCRL2 that for
N = 2, this approach also works. However, we prefer the solution where highest is
increased when sending a REQUEST since a smaller bound results in a smaller state
space to analyze, and in real computers it could be the difference between needing an
additional bit to store the sequence numbers or not. We therefore stick with adding the
extra increase of highest for further verification.

Verifying starvation freedom. We verify starvation freedom on the variant that adds the
extra increase of highest, rather than the variant that uses M > 2N + 1. If we place
the noncrit action before the node sets its flag to true, as was described at the start of
we get a violation of the starvation freedom property. The counterexample
shows that this is a rather trivial violation: if a node N; decides it wants access to
the critical section but never sets its flag to true, then its Receiving-Requests thread
will always send REPLY messages to the other node(s) immediately, so there exists an
infinite loop in the model where /V; wants access to the critical section but never gets it.

It is not necessarily realistic that a node would never get to set its flag to true,
so we want to see if starvation freedom is satisfied if we avoid this case. This could
for example be done by using a starvation freedom formula that incorporates a form of
fairness or justness [9]], but in the case of this model it is enough to make the noncrit
action simultaneous with the action of setting the flag to true. The noncrit action then
represents the node making it known it wants access to the critical section, rather than
merely deciding it. Since the model does not contain any other loops where one node
never gets to take an action, we do not need to modify the starvation freedom formula.

After moving the noncrit action, starvation freedom holds. How the extra increase
of highest and the moved noncrit action affect the model is described in[Appendix C.2]

4.2 Verifying for Three Nodes

Since we use model checking for our verification, we cannot check the properties for
an arbitrary number of nodes. Still, to get more confidence that our fixed algorithm also
works for more than two nodes we check it with three nodes as well. The final model
we ended up with in[Section 4.T|can easily be extended to three nodes, in fact it already
contains registers for the third node. However, without taking steps to reduce the state
space the resulting model is too big to be analyzed on our computer. The model in
[Appendix C.2]consists of 6 799 states and 14 231 transitions. At this size we can check
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properties in seconds and generate counterexamples in just a few minutes. If we add
the third node and its channels without further changes, the resulting model has 47 685
971 states and 178 546 668 transitions. On our computer this is too big to be able to do
property checking or reductions.

In order to reduce the state space, we change the sending of the REQUEST mes-
sages from sending each message individually to a single broadcast that sends the mes-
sage to all other nodes simultaneously, see for how this is done. This
reduces the number of actions it takes to run through the algorithm. Receiving the mes-
sage from the channel is still a single action that the other nodes do separately, which
is why we believe no property violations have been removed that are present in the
original model, even though the new one deviates slightly from the pseudocode. In [18|
Section 6.2] it is mentioned that this initial REQUEST message can be done as a broad-
cast. We get a model with 34 670 731 states and 122 337 318 transitions, this is still
too big for us to verify, but we can now apply reductions. By hiding all actions except
crit and noncrit and reducing modulo divergence-preserving branching bisimulation,
we obtain a model with just 1 324 states and 4 113 transitions. This reduced model is
much smaller and consequently is missing a lot of information. However, we can still
check the three properties we are concerned with and get meaningful results. This is
because we have not hidden the actions that are referenced in the p-calculus formulae
and divergence-preserving branching bisimulation preserves both divergences and the
relative ordering of non-hidden actions. In our formulae, we are only checking for how
the non-hidden actions can be reached and how they are ordered with respect to each
other, we do not care for the exact number of steps between the actions. The aspects we
care about are preserved in our reduced model, so the verification is meaningful.

On this reduced model mutual exclusion, starvation freedom and deadlock freedom
all hold.

Out of curiosity, we also analyzed the model with the extra increase of highest
removed again, to see if there were any additional effects beyond the presence of a
mutual exclusion violation. The resulting model had 39 127 901 states and 152 012 135
transitions, which was once again past the boundary of what our computer could work
with. We further reduced the size of the state space through a number of modifications,
described in detail in The resulting model has 27 903 701 states and
106 078 644 transitions, small enough for us to reduce modulo divergence-preserving
branching bisimulation. We find that as expected, deadlock freedom still holds but there
now is a mutual exclusion violation. Since we hid most actions and reduced the model,
we can no longer get a useful counterexample. However, based on our counterexample
in and the reasoning given there, we can come up with a counterexample
ourselves. See[Appendix B|for such a counterexample, which may help one understand
why the additional increase of highest is necessary.
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5 Conclusion & Future Work

We have modeled the Ricart-Agrawala algorithm with bounded sequence numbers in
mCRL2 and checked mutual exclusion, deadlock freedom and starvation freedom for
two and three competing nodes. We demonstrated that with the semaphore calls placed
as shown in the original pseudocode presented in [18], the algorithm is not deadlock
free. This counterexample is valid for both the version with bounded sequence numbers
and the version with unbounded sequence numbers. After placing the semaphore calls
as shown in [[19], deadlock freedom was shown to hold.

We also showed that when using bounded sequence numbers, a mutual exclusion
violation can occur that is not present when using unbounded sequence numbers. This
mutex violation can be fixed by increasing highest whenever a node chooses a sequence
number for its own REQUEST message. In other words, by ensuring that highest stores
the highest sequence number encountered in any sent or received REQUEST message,
rather than only those in received messages. With this change implemented, mutual
exclusion, deadlock freedom and starvation freedom hold.

The Ricart-Agrawala algorithm was presented in 1981 and has been frequently dis-
cussed in literature on distributed algorithms. However, to our knowledge neither prop-
erty violation demonstrated in this paper has been published before. Most presentations
of the Ricart-Agrawala algorithm we could find do not have the deadlock, but the mu-
tual exclusion violation is still present and seems to have flown under the radar until
now. This demonstrates the importance of formal verification as a technique for estab-
lishing the correctness of algorithms: it forces us to make assumptions explicit and so
avoids mistakes through interpretations that are too strong; if we, for example, assume
that Receive-Requests processes REQUESTS without interleaving with the Main thread
the deadlock is absent. However, this assumption is not given in [18]] and seems unlikely
to have been intended as there are semaphore calls placed within Receive-Requests. Ad-
ditionally, formal verification lets us identify edge cases we could easily miss in more
informal reasoning, in this case that when the difference between one node’s chosen
value and another node’s highest value is exactly N, a mutual exclusion violation is
possible in the bounded version of the algorithm.

We have shown that the version of the Ricart-Agrawala algorithm given in
satisfies mutual exclusion, deadlock freedom and starvation freedom for two
and three nodes. But there are still open questions, for example how the bound on
the number of times a node is overtaken is affected by the use of bounded sequence
numbers. It would also be interesting to use verification techniques that can handle
unbounded variables to verify the version of Ricart-Agrawala with bounded sequence
numbers for an arbitrary number of nodes. Finally, there are many variants on the
Ricart-Agrawala algorithm that could be checked using the same techniques demon-
strated here. In particular, in [[18]] a number of variants are given, including how to use
the algorithm to solve the Readers-Writers problem, how to let nodes leave and enter
the network, and how to handle node failures. A further optimization of the Ricart-
Agrawala algorithm is presented in [4], which is a prime candidate for further verifica-
tion.
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A Final Pseudocode

See|Algorithm 5| [Algorithm 6|and [Algorithm 7|for the pseudocode of the final version
of the algorithm. On this version all three properties hold for two and three nodes.

Algorithm 5 The first thread, Main, in the final version of the Ricart-Agrawala algo-
rithm.

: P(shared)

: flag < true

: chosen < highest + 1
. highest < highest + 1
: awaiting <+ N — 1

. V(shared)

for 0 < you < N do
if you # me then
send REQUEST (chosen, me) to you

: await awaiting = 0
: critical section

. flag + false

: for 0 < you < N do

P(shared)

if deferred[you] then
deferred|you] < false
send REPLY to you

V (shared)

Algorithm 6 The second thread, Receive-Requests, in the final version of the Ricart-
Agrawala algorithm.

1:
2
3
4:
5:
6
7
8
9

10:

while true do
receive REQUEST(k, you)
P(shared)
highest < max(highest, k)
defer < (flag A (chosen < k V (chosen = k A me < you)))
if defer then
deferred|you] < true
else
send REPLY to you

V (shared)
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Algorithm 7 The third thread, Receive-Replies, in the final version of the Ricart-
Agrawala algorithm.

1:
2:
3:
4:
5

while true do
receive REPLY
P(shared)
awaiting <— awaiting — 1
V (shared)

B

Mutual Exclusion Violation with N =3

To help the reader understand why the mutual exclusion violation can take place when
highest is not increased when chosen is set, we have included here a description of a
mutual exclusion violation with three nodes. This counterexample was not generated by
mCRL2, since we could only check mutual exclusion after reducing the model modulo
divergence-preserving branching bisimulation, which meant no useful counterexample
was produced. However, we can extrapolate how such a violation could take place from
the counterexample produced for the case of two nodes and our reasoning given in

10.
11.

12.

Weuse N =3and M = 5.

. Ny starts the competition, since highest[0] = 0, it sets chosen[0] to 1 and sends

REQUEST(1, 0) to both N; and N,. It is awaiting two replies. Note that we still
have highest[0] = 0.

Nj and N5 both receive the REQUEST(1, 0) message from Ny, neither is currently
competing so they both send a REPLY immediately. They update their highest
value, so now we have highest[1] = highest[2] = 1.

. Ny enters the critical section and then exits again, it has no messages to send in the

exit protocol.

Ny starts the competition, since highest[2] = 1 it picks 2 for chosen[2]. It sends
REQUEST(2, 1) to both Ny and N;. It is awaiting two responses.

N receives the REQUEST(2, 1) message, it can send a REPLY immediately be-
cause it is not competing. It updates highest[1] to be 2.

Ny starts competing, it sends REQUEST(3, 1) to Ny and N-s.

Ny upon receiving REQUEST(3, 1) will REPLY immediately because it is not
competing, but it will do so without updating highest[0] since 0 > 3.

Next, Ny receives REQUEST(2, 2), it again sends a REPLY immediately because
it is not competing. This time, it does update highest[0] to be 2.

Ny has received both REPLY messages and can now enter and exit the critical
section. It has no messages to send in its exit protocol.

Ny starts competing and sends REQUEST(3, 0) to /N1 and Nbs.

When N; receives the REQUEST(3, 0) message, it sees that their sequence num-
bers are the same but 0 < 1 so it sends the REPLY immediately.

N5 will send a REPLY to both REQUEST(3, 0) and REQUEST(3, 1), since it is
not competing.
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13. Both Ny and V7 have received two REPLY messages to their respective REQUESTS,
so they can both enter the critical section.

Note that this counterexample specifically uses the tiebreaker of comparing the node
ids, which was not needed in the counterexample mCRL2 generated for two nodes. We
did not manage to come up with a counterexample for three nodes that does not use the
tiebreaker, but that does not mean such a counterexample does not exist.

Note that this counterexample is only possible because Ny can REPLY to RE-
QUEST(3, 1) without updating its highest value: if this were not possible it would
end up sending a REQUEST(4, 0) later rather than a REQUEST(3, 0), and N; would
not REPLY to REQUEST(4, 0) immediately. Hence, the central issue is that it is pos-
sible for one node’s chosen value to be exactly N greater than another node’s highest

value, as discussed in[Section 4.

C Models
C.1 Original Ricart-Agrawala

map
M: Pos;
valid_id: Nat -> Bool;
valid_sn: Nat -> Bool;
next_sn: Nat —-> Nat;
greater_sn: Nat # Nat -> Bool;
max_sn: Nat # Nat —-> Nat;
equal_sn: Nat # Nat -> Bool;
others: Nat # Pos —> List (Nat);
var
n, n’: Nat;
1: List(Nat);

eqn
M = Int2Pos(2* N - 1 );
valid_id(n) = n < N;
valid_sn(n) = n < M;
next_sn(n) = (n + 1) mod M;
(n < n" && abs(n - n’) >= N) -> greater_sn(n, n’) = (n + M) > n’;
(n” < n && abs(n - n’) >= N) -> greater_sn(n, n’) =n > (n’ + M);
(abs(n - n’) < N) -> greater_sn(n, n’) = n > n’;
(greater_sn(n, n’)) —-> max_sn(n, n’) = n;
(!greater_sn(n, n’)) —> max_sn(n, n’) = n’;
equal_sn(n, n’) = n == n’;
others (0, 3) = [1, 2];
others (1, 3) = [0, 2];
others (2, 3) = [0, 1];
others (0, 2) = [1];
others (1, 2) = [0];

’

sort
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Message = struct REQUEST (segnr: Nat) |
sort
Register = struct chosen(pid: Nat) |
| awaiting(pid: Nat) |
| deferred(pid: Nat, pid’:
act
crit, noncrit: Nat;

read_nat_s, read_nat_r,
write_nat_s, write_nat_r,
read_bool_s, read_bool_r,
write_bool_s,
send_s, send_r,
receive_s,
lock_s,

read_nat,
write_nat:
read_bool,
write_bool_r,
send,
receive_r,
unlock_s,
lock_r, unlock_r,
lock, unlock: Nat;

receive: Nat #

proc

% The algorithm

o
°
o3

°

Node (ME: Nat) =
Main (ME) ||
Reg_Nat (chosen (ME) ,
Reg_Nat (highest (ME),
Reg_Nat (awaiting (ME),
Reg_Bool (flag (ME),

Requests (ME)
0) 11
0) |
0)
false)
Reg_Bool (deferred (ME, 0),
Reg_Bool (deferred (ME, 1),
Reg_Bool (deferred (ME, 2),
Semaphore (ME) ;

|| Replies (ME)

I

|

|

false) |

false) |

false) |

% The Main thread

Main (ME: Nat)
noncrit (ME) .
Main_2 (ME) ;

Main_2 (ME: Nat)
lock_s (ME) .
write_bool_s(flag(ME),
sum h: Nat.
read_nat_r (highest (ME),
write_nat_s (chosen (ME),
unlock_s (ME) .

true) .

h) .
next_sn(h)) .

write_bool:

REPLY;

highest (pid: Nat)
flag(pid: Nat)

Nat) ;

Register # Nat;
Register # Bool;

Nat # Message;

A node has three processes that run asynchronously

write_nat_s(awaiting (ME), Int2Nat(N - 1)).
Main_3 (ME, others (ME, N), next_sn(h));
Main_3 (ME: Nat, to_send: List(Nat), sn: Nat)
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(#to_send > 0) —> (
send_s (ME, head(to_send), REQUEST (sn)) .
Main_3 (ME, tail(to_send), sn)

) <> |
Main_4 (ME)

)

Main_4 (ME: Nat) =
read_nat_r (awaiting (ME), O0).
Main_5 (ME) ;

Main_5 (ME: Nat)
crit (ME) .
Main_6 (ME) ;

Main_6 (ME: Nat) =
write_bool_s(flag(ME), false).
Main_7 (ME, others (ME, N));

Main_7 (ME: Nat, to_check: List(Nat)) =
(#to_check > 0) —-> (
sum d: Bool.
read_bool_r (deferred (ME, head(to_check)), d).
(d) —> «(
write_bool_s (deferred (ME, head(to_check)), false).
send_s (ME, head(to_check), REPLY).
Main_7 (ME, tail (to_check))
) <> |
Main_7 (ME, tail (to_check))
)
) <>
Main (ME)
)
% The second process receives and processes request messages
Requests (ME: Nat) =
sum YOU: Nat. (valid_id(YOU) && YOU != ME) -> (
sum sn: Nat. valid_sn(sn) —-> (
receive_r (YOU, ME, REQUEST(sn)).
sum h: Nat.
read_nat_r (highest (ME), h).
write_nat_s (highest (ME), max_sn(sn, h)).
lock_s (ME) .
sum c: Nat.
read_nat_r (chosen(ME), c).
sum f: Bool.
read_bool_r(flag(ME), f).
unlock_s (ME) .
((greater_sn(c, sn)) || (equal_sn(c, sn) && ME > YOU)
send_s (ME, YOU, REPLY).
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Requests ()

) <> |
write_bool_s (deferred (ME, YOU), true).
Requests ()

)i

% The third process receives and processes reply messages
Replies (ME: Nat) =
sum YOU: Nat. (valid_id(YOU) && YOU != ME) —> (
receive_r (YOU, ME, REPLY).
sum n: Nat.
read_nat_r (awaiting(ME), n).
write_nat_s (awaiting(ME), Int2Nat(n - 1)).
Replies ()
)i

%% The registers
Reg_Nat (ME: Register, n: Nat) =
read_nat_s (ME, n). Reg_Nat () +
sum n’: Nat. (valid_sn(n’)) -> (
write_nat_r (ME, n’).
Reg_Nat (ME, n’)
)i

Reg_Bool (ME: Register, b: Bool) =
read_bool_s (ME, b). Reg_Bool() +
sum b’ : Bool. write_bool_r (ME, b’).
Reg_Bool (ME, b’);

%% The channels
Channel (from: Nat, to: Nat, messages: Set (Message)) =
sum m: Message. send_r (from, to, m).
Channel (messages = messages + {m}) +
sum m: Message. (m In messages) —> (
receive_s (from, to, m).
Channel (messages = messages — {m})

)

%% Semaphores
Semaphore (ME: Nat) =
lock_r (ME) .unlock_r (ME) . Semaphore () ;

%% initialization
init
allow({
crit, noncrit,
read_nat, write_nat,
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read_bool, write_bool,
send, receive,

lock, unlock

b

comm ( {
read_nat_s | read_nat_r -> read_nat,
read_bool_s | read_bool_r -> read_bool,
write_nat_s | write_nat_r -> write_nat,
write_bool_s | write_bool_r -> write_bool,
send_s | send_r -> send,
receive_s | receive_r -> receive,
lock_s | lock_r -> lock,
unlock_s | unlock_r -> unlock
}I
Node (0) || Node(l) || Channel (0, 1, {}) || Channel (1, 0, {})
)) i
map
N Pos;
eqn
N = 2;

C.2 Final Model for N = 2

The model is identical to the model in save for the following changes.
For the Main thread, the Main, Main_2 and Main_7 processes have been altered

to incorporate the new placement of noncrit and the new semaphore calls, as well as
the additional increase of highest. They are replaced by the following:

Main (ME: Nat) =
Main_2 (ME) ;

Main_2 (ME: Nat) =
lock_s (ME) .
write_bool_s (flag(ME), true) |noncrit (ME) .
sum h: Nat.
read_nat_r (highest (ME), h).
write_nat_s (chosen (ME), next_sn(h)).
write_nat_s (highest (ME), next_sn(h)).
write_nat_s(awaiting (ME), Int2Nat(N - 1)).
unlock_s (ME) .
Main_3 (ME, others (ME, N), next_sn(h));

Main_7 (ME: Nat, to_check: List(Nat)) =
(#to_check > 0) —> (
lock_s (ME) .
sum d: Bool.
read_bool_r (deferred (ME, head(to_check)), d).
(d) —> «(



24 M.S.C. Spronck

write_bool_s (deferred (ME, head(to_check)), false).
send_s (ME, head(to_check), REPLY).
unlock_s (ME) .
Main_7 (ME, tail (to_check))
) <> |
unlock_s (ME) .
Main_7 (ME, tail (to_check))
)
) <> |
Main (ME)
)i

The Recieves-Requests and Receive-Replies threads have altered placement of the
semaphore calls as well, so the Requests and Replies process are replaced by:

Requests (ME: Nat) =
sum YOU: Nat. (valid_id(YOU) && YOU != ME) -> (
sum sn: Nat. valid_sn(sn) —-> (

receive_r (YOU, ME, REQUEST(sn)).

lock_s (ME) .

sum h: Nat.

read_nat_r (highest (ME), h).

write_nat_s (highest (ME), max_sn(sn, h)).

sum c: Nat.

read_nat_r (chosen(ME), c).

sum f: Bool.

read_bool_r (flag(ME), f).

((greater_sn(c, sn)) || (equal_sn(c, sn) && ME > YOU)
send_s (ME, YOU, REPLY).
unlock_s (ME) .
Requests ()

) <> |
write_bool_s (deferred (ME, YOU), true).
unlock_s (ME) .
Requests ()

)) i

Replies (ME: Nat) =

sum YOU: Nat. (valid_id(YOU) && YOU != ME) —-—> (
receive_r (YOU, ME, REPLY).
lock_s (ME) .

sum n: Nat.
read_nat_r (awaiting(ME), n).
write_nat_s (awaiting(ME), Int2ZNat(n - 1)).
unlock_s (ME) .
Replies ()
)

We also alter the initialization to accommodate that we moved noncrit. In [Ap]
we did not hide any actions. However, since the starvation freedom property
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references noncrit, not write_bool|noncrit, we need to ensure that at the very least the
write_bool action is hidden. We also need to allow the write_bool|noncrit multi-action

to take place. Our new initialization is as follows:

init
hide ({
read_nat,
read_bool,
send,
lock,

receive,
unlock
}!
allow({
crit,
read_nat,
read_bool,
send,
lock,
by
comm ( {
read_nat_s |
read_bool_s |
write_nat_s |
write_bool_s |

receive,
unlock

write_nat,
write_bool,

write_bool |noncrit,
write_nat,
write_bool,

read_nat_r -> read_nat,

read_bool_r -> read_bool,
write_nat_r -> write_nat,

write_bool_r -> write_bool,

send_s | send_r -> send,
receive_s |
lock_s lock_r -> lock,

receive_r -> receive,

|
unlock_s |
}I
Node (0)
))) i

| | Node

unlock_r -> unlock

(1) |l Channel(0, 1, {})

C.3 Model with Broadcast

To make the sending of a REQUEST message a single broadcast rather than multiple
messages being send separately, we made to following changes to the model in [Ap

The Main_3 process is replaced by a process that sends all REQUEST messages in
a multi-action. Since our model only needs to accommodate two or three nodes, we can

handle both cases explicitly as follows:

Main_3 (ME: Nat,

(#to_send == 1)
send_s (ME,
Main_4 (ME)

) +

(#to_send == 2)
send_s (ME,
Main_4 (ME)

)

to_send: List (Nat),

sn:
—> (
head (to_send),

—> (
to_send.O,

Nat)

REQUEST (sn) ) .

REQUEST (sn) ) | send_s (ME,

Channel (1, 0, {})

to_send.l,

25

REQUEST (sn) ) .
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We also need to update the initialization to allow the multi-action of two send ac-
tions. Additionally, to model three nodes we need to add the third node and its channels,
as well as updating N. The initialization becomes:

init

hide ({
read_nat, write_nat,
read_bool, write_bool,
send, receive,
lock, unlock

}I

allow({
crit, write_bool|noncrit,
read_nat, write_nat,
read_bool, write_bool,
send, receive,
send | send,
lock, unlock
}I

comm ( {
read_nat_s | read_nat_r -> read_nat,
read_bool_s | read_bool_r -> read_bool,
write_nat_s | write_nat_r -> write_nat,
write_bool_s | write_bool_r -> write_bool,
send_s | send_r -> send,
receive_s | receive_r —-> receive,
lock_s | lock_r -> lock,
unlock_s | unlock_r -> unlock
}I

Node (0) ||
Node (1) ||
Node (2) ||
Channel (0, 1, {}) ||
Channel (1, 0, {}) ||
Channel (0, 2, {}) ||
Channel (1, 2, {}) ||
Channel (2, 0, {}) 11|
Channel (2, 1, {})

)) )i

map
N Pos;
eqn
N = 3;

C.4 The Reduced Model for N = 3

We had to make significant modifications to the previous model to make the state space
small enough to be able to verify it with three nodes when the extra increase of highest
is removed. These were as follows:
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— Releasing the semaphores before REPLY messages are sent rather than afterwards.
The semaphore is not needed to ensure the message is sent since the sending thread
will always do that as its next action. The additional flexibility reduces the state
space.

— If Receive-Requests notices that its flag is false, it will always send the REPLY
immediately, it does not need to read chosen anymore. We model this explicitly to
reduce the number of actions the thread needs to take.

— We add set_max and decrement operations to the integer registers: set_max takes a
value x and updates the register’s stored value only if x is greater than its current
value; decrement reduces the stored value by one. We stated in[Section 3|that we as-
sumed operations like this had to be broken up into multiple smaller steps, but since
we now protect all these sequences of steps with semaphores we can model them as
a single step without compromising our verification. Once again, this reduces the
number of actions a thread needs to take.

— We removed the semaphore calls from Receive-Replies. This thread only affects
awaiting. When Main writes to awaiting this is protected by the semaphore, but
this is not really needed: a node will not receive replies before it has sent its RE-
QUEST, so there will be no interference between Receive-Replies and Main’s writ-
ing of awaiting. As for when Main reads awaiting, this is already not protected
by a semaphore. So the semaphore in Receive-Replies is unnecessary and can be
removed to reduce the number of steps taken.

We believe that these modifications do not compromise the validity of our verification,
but they are rather significant. Note that for the verification with three nodes with the
extra increase of highest, we did not use any of these modifications and only did a
reduction by making the sending of REQUEST messages a broadcast.

The following parts of the model are changed with respect to
We added new actions, so act is extended as follows:

act

crit, noncrit: Nat;
read_nat_s, read_nat_r, read_nat,

write_nat_s, write_nat_r, write_nat: Register # Nat;
read_bool_s, read_bool_r, read_bool,

write_bool_s, write_bool_r, write_bool: Register # Bool;
send_s, send_r, send,

receive_s, receive_r, receive: Nat # Nat # Message;
lock_s, unlock_s,

lock_r, unlock_r,

lock, unlock: Nat;
set_max_s, set_max_r, set_max: Register # Nat;
decrement_s, decrement_r, decrement: Register;

For the Main thread, we removed the increase to highest so that line is taken out
of Main_2. We release the semaphore before sending messages now, which requires
changing Main_7 as well. Those processes are replaced by:

Main_2 (ME: Nat) =
lock_s (ME) .
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write_bool_s(flag(ME), true) |noncrit (ME) .
sum h: Nat.

read_nat_r (highest (ME), h).

write_nat_s (chosen (ME), next_sn(h)).

$ write_nat_s (highest (ME), next_sn(h)).
write_nat_s (awaiting (ME), Int2Nat(N - 1)).
unlock_s (ME) .

Main_3 (ME, others (ME, N), next_sn(h));

Main_7 (ME: Nat, to_check: List(Nat)) =
(#to_check > 0) —-> (
lock_s (ME) .
sum d: Bool.
read_bool_r (deferred (ME, head(to_check)), d).
(d) —> «(
write_bool_s (deferred (ME, head(to_check)), false).
unlock_s (ME) .
send_s (ME, head(to_check), REPLY).
Main_7 (ME, tail (to_check))
) <> |
unlock_s (ME) .
Main_7 (ME, tail (to_check))
)
) <> |
Main (ME)
)i

We updated the model of Receive-Requests to not read chosen when it has already
determined that its flag is false. We also added the set_max action. The Requests
process is altered accordingly:

Requests (ME: Nat) =
sum YOU: Nat. (valid_id(YOU) && YOU != ME) —-> (
sum sn: Nat. valid_sn(sn) -> (
receive_r (YOU, ME, REQUEST(sn)).
lock_s (ME) .
set_max_s (highest (ME), sn).
sum f: Bool.
read_bool_r(flag(ME), £f).
('f) —> (
unlock_s (ME) .
send_s (ME, YOU, REPLY).
Requests ()
) <> |
sum c: Nat.
read_nat_r (chosen(ME), c).
(greater_sn(c, sn) || (equal_sn(c, sn) && ME > YOU)) —> (
unlock_s (ME) .
send_s (ME, YOU, REPLY).
Requests ()
) <> |
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write_bool_s (deferred (ME, YOU), true).
unlock_s (ME) .
Requests ()

)i

As for the Receive-Replies thread, we now have the decrement action, and we re-
moved the semaphore calls:

Replies (ME: Nat) =
sum YOU: Nat. (valid_id(YOU) && YOU != ME) —> (
receive_r (YOU, ME, REPLY).
decrement_s (awaiting (ME)) .
Replies ()
)

The process that models integer registers has to be updated to allow the set_max
and decrement operations:

Reg_Nat (ME: Register, n: Nat) =
read_nat_s (ME, n). Reg_Nat() +
sum n’: Nat. (valid_sn(n’)) -> (
write_nat_r (ME, n’). Reg_Nat (ME, n’) +
set_max_r (ME, n’). Reg_Nat (ME, max_sn(n, n’))
) +
decrement_r (ME) . Reg_Nat (ME, Int2Nat(n - 1));

Finally, we need to update the initialization so that the new actions are hidden,
allowed and correctly handled with regards to communication:

init

hide ({
read_nat, write_nat,
read_bool, write_bool,
send, receive,
lock, unlock,
decrement,
set_max

}I

allow({
crit, write_bool|noncrit,
read_nat, write_nat,
read_bool, write_bool,
decrement,
set_max,
send, receive,
send|send,
lock, unlock
}I

comm ( {
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read_nat_s | read_nat_r -> read_nat,
read_bool_s | read_bool_r -> read_bool,
write_nat_s | write_nat_r -> write_nat,
write_bool_s | write_bool_r -> write_bool,

send_s | send_r —-> send,
receive_s | receive_r -> receive,
lock_s | lock_r -> lock,
unlock_s | unlock_r -> unlock,
decrement_s | decrement_r -> decrement,
set_max_s | set_max_r —-> set_max
}I

Node (0)

|| Node (1)

| | Node (2)

|| Channel (0, 1, {})

|| Channel (1, 0, {})

|| Channel (0, 2, {})

|| Channel (1, 2, {})

|| Channel (2, 0, {})

[ (2, 1, {H)

)

Channel (2,

)) i
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